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Abstract tice has also shown its effectiveness in the vision-language
(VL) domain [9, 17-19, 28, 37, 52], where the performance

Large-scale single-stream pre-training has shown dra- on various VL tasks (e.g., image-text retrieval, video-text
matic performance in image-text retrieval. Regrettably, it retrieval, and visual question answering) has been signif-
faces low inference ef ciency due to heavy attention layers. icantly improved by vision-language pre-training (VLP).
Recently, two-stream methods like CLIP and ALIGN with VLP models typically take huge image-text pairs as in-
high inference ef ciency have also shown promising per- put and aim to learn joint image-text representations with
formance, however, they only consider instance-level align-single- and cross-modal pre-training objectives, such as
ment between the two streams (thus there is still room for masked token prediction and image-text matching.
improvement). To overcome these limitations, we propose Existing VLP models can be divided into two groups:
a novel COllaborative Two-Stream vision-language pre- single-stream models and two-stream ones. Single-stream
training model terme@€OTSfor image-text retrieval by en-  VLP models (see Figure 1(a)) often utilize cross-modal
hancing cross-modal interaction. In addition to instance- fusion modules (e.g., Transformer [43] layers) to model
level alignment via momentum contrastive learning, we ne-grained interactions between image regions and text
leverage two extra levels of cross-modal interactions in words. Although these models achieve promising perfor-
our COTS: (1) Token-level interaction — a masked vision- mance, they have two limitations: (1) During inference,
language modeling (MVLM) learning objective is devised all possible query-candidate pairs need to be fed into the
without using a cross-stream network module, where varia- fusion modules to calculate similarity scores, resulting in
tional autoencoder is imposed on the visual encoder to gen-huge computational cost. (2) To obtain meaningful im-
erate visual tokens for each image. (2) Task-level interac- age regions, single-stream models typically adopt object
tion —a KL-alignment learning objective is devised between detectors, which are expensive in both computation and
text-to-image and image-to-text retrieval tasks, where the data annotation. For example, extracting object regions
probability distribution per task is computed with the nega- from a 800 1,333 image takes about 900ms for Faster R-
tive queues in momentum contrastive learning. Under a fair CNN [39], while ViT-base [11] only needs 15ms (i.e., 60
comparison setting, our COTS achieves the highest perfor-faster). In contrast, two-stream VLP models [22, 44] ap-
mance among all two-stream methods and comparable per-ply separate image and text encoders and match image-text
formance (but with 10,800 faster in inference) w.r.t. the pairs on the nal embedding level. Although two-stream
latest single-stream methods. Importantly, our COTS is alsomodels (see Figure 1(b)—(c)) are much more ef cient than
applicable to text-to-video retrieval, yielding new state-of- single-stream ones, they only achieve sub-optimal results

the-art on the widely-used MSR-VTT dataset. due to the lack of closer image-text interactions. Therefore,
a few works [42,46] (see Figure 1(b)) reconsider object de-
1. Introduction tectors, and most recent ones (e.g., CLIP [37], ALIGN [18],

and WenLan [17]) resort to extra large pre-training data
crawled from the Internet. However, they still fail to model
ne-grained interactions between the two modalities.

To address the inef ciency of single-stream VLP mod-
els and the lack of closer vision-language interactions of
two-stream ones, we propose a novel COllaborative Two-
*The corresponding author. Stream vision-language pre-training model termed COTS

The pretrain-then- netune paradigm has achieved great
success in the eld of natural language processing (NLP),
where models are rst pre-trained with large-scale data
(e.g., BERT [10], RoBERTa [30], and GPT3 [5]) and then
netuned for each downstream task. Recently, this prac-




Figure 1. Four categories of vision-language pre-training (VLP) models. (a) Single-stream models (e.g., Oscar [28] and VinVL [52]).
(b) Two-stream models with the object detector (e.g., LigntingDot [42]). (c) Two-stream models with instance-level interaction (e.g.,
CLIP [37] and ALIGN [18]). (d) COTS: our two-stream model with multi-level interactions. The inference time and time complexity of
each module are also reported, and more details can be found in Section 4.2.

for cross-modal retrieval, which retains the advantage of training. In this paper, we thus propose an adaptive momen-
real-time inference speed and also enhances the interactum Iter (AMF) module for our COTS, which can make
tions between the two modalities (see Figure 1(d)). Con- full use of the momentum mechanism in our contrastive
cretely, we consider three levels of cross-modal interactionslearning-based training algorithm. Speci cally, we rst cal-

in our COTS: (1) Instance-level interaction — an image-text culate the similarity scores of all image-text pairs from the
matching learning objective at the nal embedding level dynamically maintained image and text queues to obtain
(typically adopted by two-stream VLP models) is devised an extra queue. Further, we model this queue of similar-
via momentum contrastive learning [15], where we main- ity scores as a normal distribution and Iter out the noisy
tain two sample queues (one per modality) to have largedata with the distribution mean and variance on the .

size of negative samples. (2) Token-level interaction —a  Our contributions are summarized as follows: (1) We
novel masked vision-language modeling (MVLM) learning propose a novel COllaborative Two-Stream (COTS) VLP
objective is considered without using any cross-stream net-model to improve the performance of two-stream mod-
work module. To this end, we rst tokenize both the im- els and retain their ef ciency advantage at the same time.
age and the text for each input image-text pair, where vari- We achieve this by leveraging two extra levels of cross-
ational autoencoder [21] is imposed on the visual encodermodal interactions in addition to the typical instance-level
(e.g., ViT [11]) to generate visual tokens and BERT [10] alignment: a masked vision-language modeling (MVLM)
is adopted for the text encoder. We then perform maskedlearning objective for token-level interaction, and a KL-
visual token prediction based on the unmasked visual to-alignment learning objective for task-level interaction.
kens and the feature of each image's paired text, and per{2) To alleviate the negative effect caused by the noises in
form masked language token prediction similarly. (3) Task- large-scale pre-training data, we propose an adaptive mo-
level interaction — a novel KL-alignment learning objective mentum lter (AMF) module. AMF makes full use of the

is devised between text-to-image and image-to-text retrievalmomentum mechanism in our instance-level alignment and
tasks by minimizing the Kullback-Leibler (KL) Divergence adaptively lters noisy image-text pairs during pre-training.
between probability distributions of the two retrieval tasks. (3) Under a fair comparison setting, our COTS achieves
For each image-text pair, the probability distribution of the the highest performance among all two-stream methods and
text-to-image retrieval task is obtained with the similarities performs comparably (but 10,80Faster in inference) with

of the chosen text and its unpaired images in the negativethe latest single-stream ones. Importantly, our COTS is also
image queue maintained in momentum contrastive learning,applicable to text-to-video retrieval, yielding new state-of-
and we can obtain the other distribution similarly. the-art on the widely-used MSR-VTT dataset.

As the scale of pre-training data becomes large (e.g., ten
of millions or evenpbillions of igmage-text pairs crawled from 52 Related Work
the Internet), it is impossible to perform human-annotation Vision-Language Pre-Training. Recently, VLP resorts to
and thus there inevitably exist noises in the large-scale datasingle-stream models or two-stream ones. Single-stream
Noisy data such as mis-matched image-text pairs and to-models [9, 14, 16, 28, 31, 52] contain cross-modal fusion
tally meaningless ones could bring negative effect for pre- modules (e.g., Transformer [43] layers) to model closer



interactions between image regions and text words. Al- 3. Methodology
though single-stream models often achieve superior perfor-
mance, they have several limitations in real-world scenar-

ios: (1) When pe_rforming cross-modal re_trieval duringin-  The goal of our COTS model for VLP is to learn two sep-
ference, all possible query-candidate pairs need to be fedyrate encoders that can embed image and text samples into
into the fusion modules to calculate similarity scores, re- the same semantic space for effective cross-modal retrieval.
sulting in huge computational cost. (2) To obtain meaning- s jjjustrated in Figure 2, images and texts are encoded by
ful image regions, single-stream models often adopt objectihe vision Transformer and the language Transformer, re-
detectors, which are expensive in both computation and dataspectively. We then devise three levels of cross-modal in-
annotation. In contrast, two-stream models project the twoteractions as the pre-training objectives of our COTS. Con-
modalities into a joint embedding space and align them on ¢retely, the instance-level interaction aligns the global fea-
the nal embedding level. Early two-stream models [44,48] tyres of paired images and texts by momentum cross-modal
only achieve sub-optimal performance because they do nokontrastive learning, which is inspired by the single-modal
consider ne-grained cross-modal interactions. More recent \ioco [15]. To model closer interactions than instance-
works (e.g., CLIP [37], ALIGN [18], and WenLan [17]) |evel alignment, we propose to devise a masked vision-
choose to improve their performance by leveraging extra |anguage modeling (MVLM) loss to enhance token-level
large web data. However, they fail to model ne-grained in- jnteraction. MVLM has two parts: cross-modal masked vi-
teractions between the two modalities. Although the latest sjon modeling (CMVM) and cross-modal masked language
two-stream model LightingDot [42] considers token-level modeling (CMLM). For each image, CMVM aims to pre-
interaction, it still relies on an object detector, thus suffering gict the label of the masked image patch token based on
from heavy computation. In this work, our COTS integrates nmasked ones together with the global feature of its paired
the advantages of single-stream and two-stream models byeyt CMLM does similarly on the language side. Further,
still utilizing the two-stream architecture but enhancing the \ye consider task-level interaction in our COTS, which aims
modeling of cross-modal interactions. to align the probability distributions of text-to-image and

Masked Vision Modeling. Many previous works on im_age-t_o-text retrieval tasks. In ad_dition, to cope with the
VLP [9, 28] adopt masked vision modeling based on ob- noises in the large-scale pre-training data, we propose an
ject tags to achieve better performance. They typically 2daptive momentum Iter (AMF) module, which is seam-
deploy a bottom-up attention mechanism [2] implemented '€SSlY integrated into the pre-training process. _
by rst extracting the object tags with Faster R-CNN [39] Our choice of at_joptlng the two-stream ar_ch|te_cture in
and then predicting the masked tags with other unmaskedCOTS has two main advantages: (1) Real-time inference
tags and text tokens. Although higher performance can beSPeed — the separate image and text encoders allow us to
achieved, they commonly face two issues: (1) A heavy de- compute the features of candldatgs beforehand for cross-
tector is needed to extract object tags, which is computa-r‘mdaI retrieval tasks, and only a Slm_ple dot product ne_eds
tionally expensive. For example, a Faster R-CNN detector {0 be calculated for each query-candidate pair. (2) Applica-
takes 900ms to extract ne-grained region information from Dility to text-to-video retrieval — without any modi cation,

an image, which is nearly 60 slower than our ViT-base ~Our COTS can be directly applied to the text-to-video re-
backbone (15ms). (2) These VLP models are not end-to-trieval tasl§, where the video representation can b(_a obtained
end trained, which may fail to cope with unknown objects. by averaging frame embeddings obtained by the image en-
The latest work [19] shows that simply predicting masked coder. More details are given in Section 4.3.

raw image pixels is hard to improve the performance. Dif- . L

ferent from these works, our COTS employs a variational 3-2- Training Objectives

autoencoder [21] as an image tokenizer to tokenize a rawg 2 1 Token-Level Interaction

image into discrete image tokens for masked vision mod-

eling, inspired by the vision Transformer BEIT [4]. The We devise a masked vision-language modeling (MVLM)
tokenizer is pre-trained in an end-to-end unsupervised train-loss to enhance the token-level interaction in our COTS,
ing style, avoiding inducing handcrafted tags or heavy ob- which can be further split into two parts: cross-modal
ject detectors. Importantly, compared with predicting raw masked vision modeling (CMVM) and cross-modal masked
pixels directly, our choice of predicting masked image to- language modeling (CMLM). To improve the practice [9,
kens is more meaningful as each image token contains spe=8] of predicting masked image region tags with heavy ob-
ci ¢ high-level visual information. Overall, by combin- ject detectors, we introduce CMVM based on an image to-
ing masked vision modeling with masked language mod- kenizer inspired by BEIT [4]. For each image, the objective
eling, we devise a novel masked vision-language modelingof CMVM is to predict the labels of masked image tokens
(MVLM) obijective for closer token-level interaction. with the unmasked image patches and paired text.

3.1. Framework Overview



Figure 2. A schematic illustration of the proposed COTS for cross-modal retrieval.

Formally, letD = f(v;;l;)dg\,; denote the training 3.2.2 Instance-Level Interaction
dataset, wherév;;|;) is thei-th image-text pair. For each ) i . .
raw imagevi, we rst utilize the pre-trained discrete vari- 'I_'o model the mstance_—level mte_ractlon of two modalities
ational auto-encoder (dVAE) [38] as the image tokenizer (-€- global feature alignment) in our COTS, we adopt
to obtain a sequence @4 24 discrete image tokens & Cross-modal momentum contrastive learning (MCL) al-
TV = fty 2 vajszels ,wheretY; is thej -th token of image gonthm inspired by. the smgle—qual Mon [. _], which
vi andV" is the vocabulary of discrete image tokens. Mean- Provides a mechanism of dynamically maintaining nega-
while, the raw image is splitintd4 24 patches, which are tive sample queues for contr_astlve Iea_rnlng. Since the two
fed into a vision Transformer [11] to obtain their embed- dueues (one for each modality) used in our MCL success-

dings. We then predict the label of each masked token based!!y découple the queue size from the mini-batch size, the
on the summation of the masked token embedding (whichs'ze of negative samples (crqul for cor)trastlve learning)
is already fused with unmasked token embeddings) and thé*@n P& much larger than the mini-batch size.

. I .
global embedding of the paired text. The CMVM loss can Concreltely, lef ¥ (with parameters*) andf " (with pa-
thus be formulated as: rameters ') denote the image and text encoders, respec-

tively. We adopt two extra momentum encodé}/s(with
Lemwm = Eqayo 10gP (L ity i1h); (1) parametersY) andf" (with parameters') for the vision
and language modalities, respectively. The parameters of

v :
where tfj denotes the target/masked image token, andmomentum encoders are updated by:

t = Tiant}(j g denotes the unmasked image tokens.

Similar to CMVM, for each piece of text, the objective Neom Vit @ m v (4)
of CMLM is to predict the label of each masked word token " " | ’
based on unmasked ones and the paired image: =m "+1 m) 7 (5)
Lemm = Eqayp 10gP () jt o i vi); (2 wherem is the momentum hyper-parameter.

Further, we maintain two queu&y’ = qungN;l and
Q' = fq ngjl , where@Y/g| denotes the momentum fea-
ture vector, andN, denotes the queue size. Samples in each
mini-batchB = f(vi;l;)gy D (Np = Bj Ng)
Lioken= Lcmvm + Lemim: 3) are fed into current momentum encoders to obtain their mo-

Wheret};j denotes the target/masked text word token, and

t};nj denotes the unmasked ones. The total loss of our
token-level cross-modal interaction is then de ned as:



mentum feature vectors, which are then pushed into cor-The learning objective of our task-level cross-modal in-
responding queuesafter loss calculation Meanwhile, the  teraction is then formulated as minimizing the symmetric
earliestN, momentum feature vectors in each queue are Kullback-Leibler (KL) Divergence betwedd,t andD+y:
popped out. Given each image in a data batch, by regard-

ing its paired text as the positive sample and all samplesin | = 10X (KL(Diz7jiD 120+ KL (D12jiD 127)) : (14)

Q' as negative ones, we de ne the image-to-text contrastive Bry, ;)28
loss as ( is the temperature hyper-parameter):
L 1 X posfY: ;) . 3.3. Adaptive Momentum Filter
2T N poF:f1; )+ negf¥: Q" )’ ) Large-scale web-crawled data inevitably contain noises,
(V|;||)ZB [ [ ’ . B . ..
which could bring negative effect for pre-training. There-
wherefY = fV(Vi)/r‘il = f"(|i), and fore, based on the momentum mechanism adopted in our
COTS, we propose an adaptive momentum lter (AMF)
pogfY;fl; )= e>§?(fiv fl=); (")  module to adaptively lter noisy image-text pairs.
negfiV.QI. )= exp(fy 4'=): ©) As introdu<_:ed in the instance-level interaction, our
4129 ) COTS dynamically maintains two sample que@gs and

Q' for momentum contrastive learning. Since paired im-
The similarity of two feature vectors is measured by dot ages and texts are pushed into or popped out of the corre-
product here. Similarly, given each text in a data batch, we sponding queue simultaneoust)y 2 QY andq} 2 Q!

de ne the text-to-image contrastive loss as: (G =1:;2, ;Ng) are also paired. We can then calcu-
1 X pog(f! Ay ) late a similarity score fo_r each pa(rq}’.;q.}) i)y dot prod-
Liy= — log o e —— (9) uct. In this way, we obtain an extra similarity queQé =
Nb(v. 1y2s PO 1Y )+ nedfi;Qv; ) fay &jja’ 2QY;a] 2 Q'gJ-Njl , which is also dynamically

maintained along with the two sample queues.
Note that the similarity queu@s can be seen as a sam-
pling of the similarity score distribution at the current train-

wheref! = f!(1;), andf¥ = f¥(v;). The total loss of our
instance-level cross-modal interaction is then de ned as:

Linst = Lot + Lo (10) ing iteration. We rst calculate its meanand standard de-
viation as the estimations of those of the similarity score
323 Task-Level Interaction distribution. We then obtain the threshold vah,x@; based
on and (e.g.,SamF = 2 ) for our AMF. Finally, we

As we can see from Eq. (6) that, for each imagen a use this threshold to lIter the current data baBtbefore
mini-batch, the image-to-text contrastive objective is actu- we compute the losses:
ally maximizing the probability of matching its paired text
l; against the unmatched samplesQh (so does the text B = f(vi;I)ifY ! >sawe;(vi;li) 2Bg: (15)
side). That is, the instance-level feature alignment only
cares about maximizing one particular probability in the In this work,samr changes in different training iterations as
whole probability distribution of the image-to-text/text-to- the similarity queue is changing. Speci cally, when AMF
image retrieval task, and fails to capture a higher level in- is adopted in our full COTS, we ug instead o3 in each
teraction between two modalities. To Il the void in the lit-  iteration for loss computation, but we still push all samples
erature, we propose to align the probability distributions of in B into Q¥ andQ' after loss computation.
two cross-modal retrieval tasks as our task-level interaction. ]

Concretely, for each image-text p&ir;1;) 2 B, we de- 4. EXperiments
ne the probability distribution of the image-to-text task as:

— v.aly. V.Aaly. . V.al .

Dt = [p(f: £ p(fY40) 3, anJl (A1) Pre-Training Datasets. We use two image-text datasets
where for pre-training our COTS: (1L C4M contains 4 million
exp(fy =) images and 5.3 million captions from Conceptual Cap-

e T v : (12) tions (CC3M) [41], SBU [34], VG [24], MSCOCO [29]
tar g0 1 xR F=) and Flickr30K [36]. (2)CC14M consists of CC4M and
andp(f¥;q!) @ 2Q'.j =1;2 ;Ng) can be calcu- CClZ_M [6] (apgut 2 million urls are now |nvaI|d.), wiiich

: J | o . ... contains 14 million images and 15.3 million captions in to-
lated in the same way. Similarly, we obtain the probability . o
R, ) . tal. Note that CC14M is much noisier than CC4M.
distribution of the text-to-image task as: .
Downstream Datasets. We make downstream evaluation
Dra = [p(f:fY):p(fliaY);  ip(fh;@%)l: (18)  of our COTS on three widely-used benchmark datasets:

4.1. Datasets and Settings

p(fi:fh =



Flickr30K (1K) MSCOCO (5K)
Model # PT Pairs 12T Retrieval T2l Retrieval 12T Retrieval T2l Retrieval
R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10

Single-Stream:

VIiLBERT-Base [31] 3.1M - - - 582 849 915 - - - - - -
Pixel-BERT-R50 [16] 5.6M 757 947 971 534 804 885 598 855 916 411 69.7 805
Pixel-BERT-X152 [16] 56M 870 989 995 715 921 958 636 875 936 501 776 86.2
Unicoder-VL [26] 3.8M 86.2 963 990 715 912 952 623 871 928 484 76.7 859
UNITER-Base [9] 9.6M 859 97.1 988 725 92496.1 644 874 931 503 785 87.2
ERNIE-ViL-base [50] 3.8M 86.7 978 99.0 744 927 959 - - - - - -
VILLA-Base [14] 9.6M 86.6 979 99.2 747 929 958 - - - - - -
OSCAR-Base [28] 6.5M - - - - - - 70.0 91.1 955 540 808 885
VLT [19] 9.9M 835 96.7 986 644 887 938 615 863 927 427 729 831
VinVL-Base [52] 8.9M - - - - - - 746 926 963 581 832 90.1
Two-Stream:

VSEL Y [8] - 88.7 989 998 76.1 945 971 681 902 952 527 80.2 883
COOKIEY [45] 5.9M 89.0 989 99.7 756 946 972 716 909 954 545 810 882
Frozen in time [3] 5.5M - - - 61.0 875 927 - - - - - -
LightningDOT [42] 9.5M 839 972 986 699 911 952 601 851 918 458 746 838
COOKIE [45] 5.9M 847 969 983 683 911 952 617 86.7 923 466 752 841
COTS (ours) 5.3M 88.2 985 997 752 936 965 669 888 940 505 776 86.1
COTS (ours) 15.3M 90.6 987 99.7 765 939 966 69.0 904 949 524 79.0 86.9
COTY (ours) 153M 917 990 999 783 949 972 706 91.0 953 537 802 878

Table 1. Comparative results for image-text retrieval on the Flickr30K (1K) test set and MSCOCO (5K) test set. Notations: # PT Pairs —
the number of image-text pairs for pre-training; 12T Retrieval — image-to-text retrieval; T2| Retrieval — text-to-image rétissdmble
results of two models. Models that utilize 940M tagged images for visual encoder pre-training.

(1) MSCOCO [29] is a large image-text dataset of 123,287 following [4] and mask word tokens in text with 15% proba-
images, where each image is annotated with 5 captions. Adility. We adopt the Adam [20] optimizer with a weight de-

in [19], we adopt the Karpathy split of MSCOCO: 5,000 cay of 0.02. We select hyper-parameters heuristically due to
images for testing, another 5,000 for validation, and the restcomputational constraint: the momentum hyper-parameter
113,287 images for training. (Blickr30K [36] contains m = 0:99, temperature = 0:05, and the queue sizéq
31,000 images and 158,915 captions totally. Each image isis 12,800, 6,400, and 1,200 for pre-training, netuning on
often annotated with 5 captions. Following the splitin [12], MSCOCO, and netuning on Flickr30K, respectively. We
we use 1,000 images for testing, another 1,000 for vali- set the initial learning rate to 5e-5 for the rst 5 epochs, and
dation, and the rest for training. (3) To show the general decay the learning rate linearly in the rest epochs. More
applicability of our COTS, we also conduct experiments implementation details can be found in the supp. material.
on a video-text datasélSR-VTT [47], which has 10K 4.2. Image?Text Retrieval

YouTube videos and 200K captions. As in [49], we report i
our results under both the 1KA and 7K splits. Comparison to the State-of-the-Arts. We compare our

COTS with the state-of-the-art methods on two widely-
used image-text datasets: Flickr30K and MSCOCO. As
'shown in Table 1, under a fair comparison setting (exclud-
ing VSEL Y [8] and COOKIEY [45] which utilize 940M

tagged images for visual encoder pre-training), our COTS
outperforms all two-stream models by large margins for all

Text and Image Encoders. In our COTS, we follow [42]

and adopt a BERT-base [10] model as our text encoder
which contains a total of 12 Transformer layers with 768
hidden units and 12 heads. Further, for computation ef -
ciency, we use ViT-B/16 [11] as our image encoder with the

input image resolution of 384384. Overallonly base text evaluation metrics. Speci cally, compared with the most re-

and image encodemye considered in our COTS. cent two-stream model COOKIE [45], our COTS achieves
Evaluation Metrics. The widely-used R® (k = 1;5; 10) higher results by 5.2% (66.9% vs. 61.7%) for 12T R@1 on
in cross-modal retrieval is reported for performance evalu- pyScoOcO and 3.9% (50.5% vs. 46.6%) for T2I R@1 on
ation, which is the proportion of matched samples found in MscoOCO, but with less pre-training data (5.3M vs. 5.9M).
the topk retrieved results. Following [3], we also reportthe \Moreover, when leveraging larger pre-training dataset and
Median Rank (MR) for video-text retrieval. model ensemble technique, our COTrther improves the
Implementation Details. For our masked vision-language performance. Speci cally, without using extra object detec-
modeling (MVLM), we randomly mask 40% image patches tors, our COT$% achieves new state-of-the-art on Flickr30K



12T Retrieval T2l Retrieval

Method R@1 R@5 R@10 R@1 R@5 R@10
Linst 240 483 600 16.8 375 49.6
Linst* Lcmim 245 493 61.1 165 37.8 499
Linst* Ltoken 256 499 619 171 383 504
Linst* Ltokent Ltask 26.4 505 62.9 175 385 50.6
Linst (W/ AMF) 247 496 613 16.6 383 50.0
Our Full COTS 271 511 629 179 39.2 511

Table 3. Ablation study for our COTS pre-trained on the small
CC200K dataset. Zero-shot image-text retrieval results are re-

Figure 3. Comparison of inference time to different methods POrted on the MSCOCO (5K) test set.

(VinVL [52], COOKIE [45], VSE [8]) on MSCOCO (5K) test set.

Model 12T Retrieval T2l Retrieval Model #PTPars R@1 R@5 R@10 MR
ode R@1 R@5 R@10 R@1 R@5 R@10 7K split:

VILT [19] 56.5 826 89.6 404 700 8L1 JSFusion [51] - 102 312 432 130
CLIP[37] 584 815 881 378 624 792 HT MIL-NCE [33] >100M 14.9 402 528 9.0
ALIGN[18] ~ 586 830 87.9 456 69.8 786 ACBERT [5] >100M 163 428 569 10.0

HERO [27] >100M 16.8 434 57.7 -

COTS (w/oFT) 60.4 847 91.7 438 716 813 VidTranslate [23] >100M 14.7 - 52.8 -
Table 2. Comparative results (without netuning) for image-text Sg:iei_Es[tlm]atlon[ ] :iggm ;zg jé'g ZS? g'g
retrieval on the MSCOCO (5K) test set. FT — Finetuning. ClipBERT [25] 56M 220 468 599 60
w.r.t. both single-stream and two-stream methods. On EAOCTOS([ ]) >1?50§/|M 2;580 55%10 63%57 5é00
. . ours . . . . .

MSCOCO, our COTS also achieves higher performance COTS (ours) 153M 321 608 702 30

than most single-stream methods and comparable results —
compared with VinVL [52] but with a 10,800 faster speed 1KA split

during inference (see Inference Ef ciency Analysis). AvLnet [10] >100M 271 556 666 4.0

X , >l MMT [13] >100M 26.6 57.1 69.6 4.0
Inference Ef ciency Analysis. In real-world application TACo [49] >100M 284 578 712 4.0
scenarios, inference speed is an important evaluation metric Support Set[35] >100M 30.1 585 693 3.0
for retrieval methods. In Figure 3, we compare our COTS Frozenin Time [3] 55M 31.0 595 705 3.0
with recent state-of-the-arts regarding the inference time on COTS (ours) 53M 331 613 728 3.0

COTS (ours) 15.3M 36.8 63.8 73.2 2.0

the MSCOCO (5K) test set. All methods are evaluated on a
single Tesla V100 GPU. Compared with the single-stream Table 4. Comparison to the state-of-the-arts for text-to-video re-
VinVL [52], our COTS is 10,800 faster on the whole trieval on MSR-VTT under two splits: the 7K and 1KA splits.
MSCOCOC (5K) test set. This huge gap will even become Notations: # denotes that lower results are betterienotes that
dramatically larger when the size of test detgrows, as ~ €xtra modalities (e.g., motion and audio) are used.

the retrieval time complexity for single-stream models is

O(N?) while it is nearlyO(N) for two-stream ones. Al-  results are reported on the MSCOCO (5K) test set. We
though VSE and COOKIE are also two-stream models, our start with our instance-level interaction losg,; (without
COTS is still signi cantly faster than them, indicating the AMF) and then add other losses successively. We can ob-
extreme high ef ciency of our COTS due to its fully tok- serve from Table 3 that: (1) Both CMLM and CMVM bring
enized Transformer-based architecture. performance improvements (s€gs + Lcevm VS. Linst
Comparative Retrieval Results without Finetuning. Fol- andL st + LiokenVS. Linst+ Lcmum), indicating that token-
lowing VILT [19], we report the comparative retrieval re- level cross-modal interactions are bene cial to learning the
sults without netuning on MSCOCO in Table 2. We can aligned multi-modal representation space. (2) When task-
observe that: (1) Our COTS outperforms the latest single-level interaction is added (sdenst + Lioken + Ltask VS.
stream method VILT [19]. (2) Our COTS also beats the Linst+ Lioker), the performance is further improved, which
latest two-stream methods CLIP [37] and ALIGN [18], al- clearly validates the effectiveness of our multi-level cross-
though it is pre-trained with much less data. modal interactions. (3) Our AMF module works well with
Ablation Study Results. In Table 3, we analyze the con- either instance-level or multi-level interactions (s (w/
tributions of different pre-training objectives and the adap- AMF) vs. Linst, and Our Full COTS Vel jnstt L tokert L task)-

tive momentum Iter (AMF) module in our COTS. We ran- (4) Combining all objectives with the AMF module (i.e.,
domly sample 200K image-text pairs from CC12M as the Our Full COTS) leads to the best results, indicating that
pre-training dataset (termed CC200K). Zero-shot retrieval each objective/module is complementary to each other.



Figure 4. Visualizations of attention maps of our COTS using GAE [7] on images/video frames responding to individual words. (a) — (d)
Image attention maps w.r.t. different words. (e) Video frame attention maps w.r.t. the word “stroller”.

4.3. Video?Text Retrieval clothes (and the same for the word “boy”). Interestingly,
our COTS can also capture abstract concepts (“ve”) and
actions (“jump”) as shown in Figure 4(d). COTS focuses on
ve dancers for both “ ve” and “dancers”, but pays more at-

We further compare our COTS with the state-of-the-art
methods on the video-text retrieval task. To directly deploy

our g:dOtTS \lNe ddo lnottconsgelrtﬁtllltzmg cor;w_plfex m‘i_thOd? tention for the number “ ve”. And it focuses on feet when it
o_rda ”?n? mdo uies to rlno € the empo][a n ormg '33.0 comes to “jump”. Figure 4(e) presents attention maps w.r.t.
videos. Instead, we simply use the mean frame eémbeadingsg 1o+ on four frames from the same video, showing that

as video representations and then calculate similarity scores, : .
. : ur COTS can also work well for the video modality.
by dot product with text embeddings. We report the text- y

to-video retrieval results on the MSR-VTT dataset in Ta-

ble 4. Note that only text-to-video retrieval is considered as 5. Conclusion

in the latest work [3]. It can be seen that: (1) Our COTS

signi cantly outperforms the state-of-the-arts even with- In this paper, we have investigated how to improve the
out modeling the temporal information of videos, which performance of the two-stream vision-language pre-training
demonstrates the general applicability and the great poten{VLP) while still maintaining its advantage of high ef -
tiality of our COTS. (2) Our COTS leads to better results ciency for image-text retrieval. Speci cally, we propose a
than methods utilizing extra modalities (e.g., motion and novel COllaborative Two-Stream VLP model termed COTS
audio) or those pre-trained on extra large video data (e.g.,by leveraging three levels of cross-modal interactions in
the HowTo100M dataset [33] with more than 100 million image-text retrieval. That is, we consider token-level in-
video-text pairs), indicating that a well pre-trained vision- teraction by masked vision-language modeling with both

language model may be the key to video-text retrieval. tokenized images and texts, instance-level interaction by
) L cross-modal momentum contrastive learning, and task-level
4.4. Visualization Results interaction by aligning two task distributions. Extensive ex-

Figure 4 shows the visualized attention maps of our periments validate the effectiveness and high ef ciency of
COTS on images/video frames responding to individual OUr COTS in_ima_ge-text_retrie_val. It is also shown to have
words. We can see from Figures 4(a)—(b) that our COTS gfaneral apphqablllty as it achieves new state-of-the-art on
can well locate different objects (even ne-grained ones like Video-text retrieval without any modi cation.

“violin” and “cellphone” in Figure 4(a), “hair” and “hands”  Acknowledgements This work was supported in part by
in Figure 4(b)) in the same image. Figure 4(c) shows how National Natural Science Foundation of China (61976220
our COTS determines gender information. Given the word and 61832017), Beijing Outstanding Young Scientist Pro-
“children”, COTS focuses on the faces. When recognizing gram (BJJWZYJH012019100020098), and Large-Scale
“girl”, COTS pays attention to the girl's long hair and pink Pre-Training Program 468 of BAAI.
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